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Abstract

In this working note we describe our classification system which has been submitted for the NLP4TM2016 shared task on cleaning  
translation memories. Our model is based on a random forest classifier trained on a dozen of numerical features including among 
others  Church-Gale  score,  average  token  length,  punctuation,  digits  and  cognates.  Feature  selection  is  then  performed for  each 
language pair and for each subtask through Random Feature Elimination. We train separate models for each one of the nine subtasks of 
the shared task.
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1. Introduction
Translation memories are fundamental objects in virtually 
all  approaches  and  all  possible  workflows  related  to 
translation.  With  the  ever-growing  impact  of  natural 
language  processing  and  data-driven  approaches  on 
translation workflows, more often than not the translation 
memories end up containing a large amount of sentence 
pairs  of  different  origins  and  inhomogeneous  quality. 
Except  for  small,  carefully  hand-picked  translation 
memories, a fraction of the sentence pairs in a translation 
memory are not genuine translation of each other, whence 
the  need  to  find  effective  ways  to  automatically 
distinguish these sentence pairs from the rest.
The aim of the NLP4TM2016 shared task is to classify 
each sentence pair in a given translation memory as being 
a genuine translation ('good'  sentence pair) or not ('bad' 
sentence pair). Actually, a more fine-grained classification 
is taken into account,  where each sentence pair may be 
classified  as  good,  almost  good,  or  bad.  Three 
corresponding  subtasks  are  considered:  (T1)  distinguish 
good sentence pairs from sentence pairs which are almost 
good or bad (binary classification); (T2) distinguish good 
or  almost  good  sentence  pairs  from  bad  ones  (binary 
classification);  (T3)  distinguish  the  three  classes  (three-
class classification).
For each of these subtasks our classification system uses 
the released official training data to train a classification 
algorithm on a set of features extracted from the training 
data.  Our  choice  of  classification  algorithm  has  been 
random forests due to their robustness to overfitting and 
because  they  easily  allow  both  binary  and  multi-class 
classification.  As  for  features,  a  dozen  of  them  are 
considered  with  slight  variations  according  to  the 
language pair at hand. A feature selection procedure for 
each subtask and for  each language pair  allows then to 
reduce  the  number  of  features  in  order  to  reduce 
computational costs and overfitting.

The rest of this working paper is organized as follows. In 
Section 2 we describe in some detail the features included 
in  our  model.  In  Section  3  we  describe  our  choice  of 
classification  algorithm  and  the  feature  selection 
procedure.  Further  remarks  are  contained  in  the  last 
Section 4.

2. Training Data and Features

2.1 Textual Data
Three different training sets have been released: English-
German (1396 sentence pairs), English-Italian (1410) and 
English-Spanish (1383). Each sentence pair is annotated 
as good, almost good or bad.

2.2 From Text to Features
Here is the list of the features considered in our system.

1. Sum of lengths (in words) of source and target 
sentences.

2. Church-Gale score for source and target 
character lengths. We use the formula

       C G=
ls−l t

3.4  l slt 
 as in (Barbu, 2015).

3. Average token length. Ratio between the average 
token  length  on  source  side  and  the  average 
token length on target side.

4. Punctuation.  To  each  sentence  we  associate  a 
punctuation  vector  counting  the  occurrences 
of  !?.;:()"“”„“«»  and  then  compute  the  cosine 
similarity  between  the  source  and  the  target 
vector for each sentence pair.

5. Numbers.  We  separately  extract  the  numbers 
from  the  source  and  target  sentence.  We  then 
compute the  Jaccard Distance between the two 
sets.



6. Presence/absence  of  numbers.  This  is  a 
categorical feature which is set to one if at least a 
number is found in the sentence pair and to zero 
otherwise.

7. Capital  letters.  This  features  computes  the 
number of words with uppercase letters as well 
as the number of words with just the first letter 
uppercased,  for  source  and  target  sentence 
separately.  The  difference  of  these  quantities 
between  source  and  target  sentence  is  then 
computed.  The  final  feature  is  then  a 
combination  of  the  two  differences.  For  the 
English-German language pair, only words with 
all uppercased letters have been considered.

8. Presence/absence of uppercase letters. This is a 
categorical feature which is set to one if at least 
an uppercase letter is found in the sentence pair 
and to zero otherwise.

9. Hunalign score. The aligner tool Hunalign1 is run 
(using  the  LF  Aligner2 wrapper  tool)  for  each 
sentence pair and the yielded score added to our 
dataset.

10. Spacing around punctuation. This features counts 
how  many  wrong  spacing  around  punctuation 
occur,  such  as  a  comma  preceded  by  a 
whitespace, or, in Italian, an apostrophe followed 
by  a  whitespace.  For Spanish,  we  also  include 
here the check that question marks '?' have their 
corresponding inverted question mark '¿'  at  the 
beginning of the sentence.

11. Cognates.  After removing stop-words and short 
words (up to 3 characters) we stem each word in 
the sentence pair with the NLTK implementation 
of the Snowball Stemmer3 and count cognates in 
the following way. We consider that a stemmed 
word on the source side and a stemmed word on 
the target side are cognates if their Levenshtein 
distance at the character-level is smaller or equal 
than 2. We assign a weight of 1 to cognates with 
zero  Levensthein  distance,  a  weight  of  0.5  to 
cognates  with Levensthein  distance  of  1  and a 
weight  of  0.25  to  cognates  with  Levensthein 
distance  of  2.  After  counting  such  weighted 
occurrences, we normalize by the total length of 
the sentence pair.

12. Bag-of-word similarity using a dictionary. Given 
a  bilingual  dictionary,  we  associate  to  each 
sentence  its  bag-of-word  vector  where  each 
coordinate  corresponds  to  an  entry  of  the 
dictionary.  We then  compute  for  each  sentence 
pair the cosine similarity between the source and 
target vectors. For this shared task we have used 
the built-in dictionary in the LF Aligner tool for 
each of the three language pairs.

1 https://github.com/danielvarga/hunalign
2 https://sourceforge.net/projects/aligner/
3 http://www.nltk.org/_modules/nltk/stem/snowball.html

We  had  initially  included  a  language  detection  feature 
giving  a  probability  score  for  the  source  and  target 
sentence being written in the corresponding languages. In 
some real situations the source and target sentence do are 
inverted  and  such  a  feature  would  therefore  be  an 
important  one to  add.  However,  upon inspection of  the 
training data of this subtask, we have not found examples 
of such situation happening. We have therefore decided to 
discard this feature from the model.
Let  us  point  out that  our  features can be thought  of  as 
“general-purpose” features which can be used in any type 
of scenario. In particular, we have not tried to adapt our 
features  to  the  specific  data  or  domain  at  hand  (for 
instance to the medical domain which is well represented 
in the training data).

3. Classification Algorithm
We build 9 separate models for each one of the 9 subtasks 
(3  language pairs for each of the 3 subtasks T1,T2,T3). 
For each subtask we train a random forest using Scikit-
Learn4 with 10,000 trees. After some explorative models, 
we have set the maximum depth of each tree to 10. We 
also  have  built  some  models  using  support  vector 
machines  instead  of  random  forests,  but  results  were 
sensibly  worse  even  after  grid-searching  the  optimal 
training parameters.
Since  for  most  subtasks  the  class  distribution  in  the 
training data is somehow unbalanced (there are more good 
sentence  pairs  than  bad  ones),  we weight  each  training 
sample  inversely  proportional  with  respect  to  the 
frequency of its class in the training data. For the same 
reason, we choose to adopt the macro-averaged F1-score 
(first  compute  F1-score  for  each  class,  then  average 
among classes) as metric to be optimized when fitting the 
random forest to the training data in Scikit-Learn. Indeed, 
by using accuracy or micro-averaging there would have 
been  a  higher  risk  that  the  classifier  ends  up  having  a 
tendency  to  classify  each  sentence  pair  as  good,  since 
most of the sentence pairs are good. This would have been 
even  more  detrimental  since,  as  a  general  rule  for 
translation memories, we would prefer to wrongly classify 
a  good  sentence  pair  as  bad,  rather  than  the  contrary. 
Indeed, in many real use cases translation memories get 
larger over time and if quality can be ensured by a strict 
classification algorithm, accumulation over time will still 
provide quantity.
For this very reason we have also build some models by 
optimizing precision instead of F1 score. However, results 
were of mixed nature and we stick to the F1 score for the 
final models.
Even though random forests are quite robust with respect 
to  overfitting,  we  prefer  to  run  a  feature  selection 
procedure because of the possible redundancy of some of 
the  features  (for  instance  the  Hunalign  score  is  closely 
related  to  the  Church-Gale  score  and  the  bag-of-words 
similarity) as well as the not so large size of the training 
set  when  compared  to  the  12  feature  set.  We  use  the 

4 http://scikit-learn.org/



Random  Feature  Elimination  algorithm  available  in 
Scikit-Learn,  which  works  by  iteratively  fitting  the 
random forest and removing the least informative feature 
in  a  cross-validated  setting.  The  random  forest  trained 
with the selected set of features for a given subtask is then 
the one used for the predictions on the official test set.

4. Selected Features by Subtask
In the Table 1 we list for each subtask the features which 
have been discarded by the algorithm.
From the resulting picture it  seems that  the least  useful 
features  are  the  features  6  and  8,  namely  the 
presence/absence of numbers and capital letters. Features 
1,2,9,11 have consistently been selected, and feature 3 has 
been  discarded  only  once.  Even  though  the  feature  9 
should   to some extent overlap with the feature 2 (Varga 
et al., 2005), both of them have been selected.

Subtask Discarded features

En-De T1 4,5,6,7,8,12

En-De T2 5,6,7

En-De T3 3,4,5,6,7,8,12

En-Es T1 6,8,10,12

En-Es T2 5,6,8,10,12

En-Es T3 10,12

En-It T1 None

En-It T2 6,7,8,10

En-It T3 6,7,8

Table 1: Discarded features by subtask.

In general, we can count how many times a feature has 
been selected in the 9 subtasks and obtain a proxy of their 
importance (Table 2).

Features   Number of subtasks selecting the 
feature

1,2,9,11 9

3 8

4 7

5,7,10,12 5

8 3

6 2

Table 2: Ranking features by decreasing importance

Let  us  notice  that  the  most  selected  features  include 
Church-Gale scores, cognates and Hunalign score. These 
features are among the most used for the task of sentence-
alignment of bilingual document (cf. for instance Varga et 
al., 2005; Moore, 2005; Lamraoui & Langlais, 2013) thus 
confirming  the  close  relation  between the  tasks  of  TM 
cleaning and sentence-aligning. 

5. Evaluation results

The  evaluation  of  our  Lingua Custodia  system  was 
performed on the official testset of the shared task. The 
testset is constituted respectively by 700 English-German, 
708  English-Italian  and  693  English-Spanish  sentence 
pairs. The evaluation was carried out using a combination 
of the number of correctly classified segments and the F1 
score (average F1 for the binary subtasks T1 and T2, and 
weighted F-measure for the multi-class “fine-grained” T3 
subtask). Between 4 and 7 participants made a submission 
to the nine different subtasks. Our system has consistently 
outperformed the two baselines and was ranked first for 
the T3 English-Spanish subtask baseline. According to the 
shared task evaluation report the scores of our submitted 
system are shown in Table 3.  

Subtask Number of correctly  
classified segments

F1 score

En-De T1 574  0.635

En-De T2 609  0.64

En-De T3 559  0.75

En-Es T1 580  0.81

En-Es T2 592  0.78

En-Es T3 554  0.79

En-It T1 515  0.715

En-It T2 634  0.825

En-It T3 480  0.69

Table 3: Shared task evaluation scores for the Lingua 
Custodia system.

6. Final remarks
From  our  tests  on  a  validation  set  extracted  from  the 
training data, it appears that the most difficult subtask is 
without doubts the three-class classification subtask T3. In 
particular, the vast majority of sentence pairs are classified 
as 'good' by the model, and very few of them are classified 
as 'almost good' or 'bad'. This may be a consequence of 
the  fact  that  most  training  samples  are  'good'  sentence 
pairs,  especially  for  the  English-German  language  pair 
(1086 good sentence pairs out of 1396). As explained in 
Section  3,  we  have  tried  to  reduce  the  effects  of  this 
unbalanced distribution by giving more weight to training 
samples  belonging  to  underrepresented  classes,  and  by 
optimizing  the  macro-averaged  F1  metric.  This  has 
probably  reduced  the  bias  in  favour  of  the  'good'  class 
without eliminating it altogether.
Among the possible  improvements  to  our model,  let  us 
mention the possibility of tuning by cross-validation some 
training parameters of the random forest algorithm. This 
has  been  done  to  some  extent  but  not  in  a  systematic 
manner. Another direction would be to increase the size of 
the dictionary used for features 9 and 12, or to adapt them 
to the domain at hand: for instance, in the data there is a 
fair  amount  of  sentence  pairs  issued  from the  medical 



domain, which is possibly not very well covered by the 
general purpose dictionary which we have used. 
Also,  we  wonder  if  a  “multi-language”  classification 
model  which  integrates  all  training  data  at  once 
(regardless  of  their  language)  could  improve  on  the 
performance. Finally, one could try to deduce the three-
class classification subtask T3 (good, almost-good,  bad) 
from  an  appropriate  superposition  of  the  two  binary 
classification subtasks T1 and T2.
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